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Abstract—Wireless communication protocols are used in all
smart devices and systems. This work is part of a proposed
supervisory circuit that classifies the operation of a commu-
nication SoC, in particular, a Bluetooth (BT) SoC, at a low
sampling frequency by monitoring the RF output power and
input supply current. In essence, the goal is to inexpensively
fabricate an RF envelope detector, power supply current monitor,
and classifier on a low-cost, low-frequency integrated circuit.
When the supervisory circuit detects abnormal behavior, it can
shut off power to the BT chip. We extract simple descriptive
features from the input and output power signals. Then, we
train a machine learning (ML) model to classify the different
BT operation modes, such as advertising and transmit/receive
modes. In this work, we implemented the ML classifier and
feature extraction on an FPGA with 100% matching with the
corresponding MATLAB code. In the experimental setup, which
included a function generator and an on-board ADC, errors in
the FPGA-sampled values degraded the match slightly to 99.26%.
Finally, a low-power ASIC is synthesized from the Verilog code
in 0.18-µm CMOS, with an estimated area of 0.0152 mm2 and
power of 9.43 µW.

Index Terms—Hardware Security, Supervisory Circuit, Blue-
tooth, Machine Learning, Decision Tree Classifier, FPGA, ASIC.

I. INTRODUCTION

Due to the complexity and functionality of smart systems,
most manufacturers get their communications chips from
third-party suppliers. The integration of many outsourced ICs,
coupled with the prevalence of security attacks, creates the
need to add a hardware security layer to ensure secure opera-
tion. For example, in Apple smartphones, there is a dedicated
co-processor, Secure Enclave, to handle all cryptographic
operations and protect the integrity of data for the entire
system [1].

The particular communication platform selected for this
research is Bluetooth (BT). BT is considered the most common
choice for wireless communication in compact devices such
as smartwatches, headsets, fitness trackers, and smartphones.
In addition, through its extensive use in Internet-of-Things
(IoT) devices, BT has developed over the past 20 years to
provide low energy consumption and high transfer rates which
fit perfectly for these area- and power-limited devices [2].

Fig. 1 shows a possible scheme to monitor a BT chip. In
Fig. 1, the BT chip is treated as a black box which consumes

Fig. 1. The main idea behind our supervisory circuit: input and output power
signals are collected, and a machine learning model is used in real-time to
verify normal operation.

and transmits power. Abnormal behavior can be detected by
learning the normal input/output (I/O) power signatures, for
example. Our approach is to parameterize aspects of the BT
connection (e.g. profile type, distance between paired devices,
or number of connected devices) and compare the detected
behavior to the expected behavior based on a controller chip’s
instructions.

Real-time hardware monitoring of all outsourced ICs pro-
vides a credible means of hardware and software security.
This work presents supervisory circuits using an FPGA de-
cision tree classifier to perform low-frequency monitoring of
a commercially-available high-speed communication System-
On-Chip (SoC).

A. Background

Decision tree is a supervised learning technique in which
training samples guide decisions in a tree structure. There
are two types of nodes: (1) decision nodes, in which a
feature subdivides the sample space and directs the classifier
to a subsequent node, and (2) leaf nodes, which contain the
classification outputs, such that no further splitting occurs.
While training, a decision condition is formulated, in which
the targeted feature is compared to a decision coefficient.



The result of the comparison splits the sample space into
two homogeneous subsets. The decision nodes represent the
decision rules, whereas the leaf nodes provide the classification
result. We use the standard Classification And Regression
Tree (CART) [3] implemented by the MATLAB Classification
Learner tool to develop our decision tree models.

B. Related Work

Real-time monitoring of a BT SoC is a novel hardware-
security concept. Recent work on supervisory circuits and con-
trol is primarily in power systems. For example, supervisory
control is used in power systems for fault-control. Safety and
cost are of primary concern with these systems [4].

Other researchers use supervisory circuits in improving
microgrid loadability. Such circuits can be used to maximize
the load at a point of common coupling by routing and
balancing loads on AC/DC converters. In effect, this allows
renewable energy sources to operate more efficiently [5].

Similarly, machine learning implementations on Field Pro-
grammable Gate Arrays (FPGAs) is becoming a common
accelerator of machine learning algorithms. FPGAs provide
flexible computing architectures [6]. When synthesized into
an ASIC, the ASIC requires a smaller footprint and lower
power with competitive performance.

FPGA and/or ASIC implementations of decision trees are
highly effective and have fast classification times. They are
commonly applied where large data or real-time processing is
necessary, such as computer vision and data mining [6]. A real-
time hardware monitoring system requires high performance,
that is, high probability of correct detection, in order to be
effective.

II. OUR SUPERVISORY CIRCUIT

We are building a supervisory circuit to detect the abnormal
operation of a complex, mixed-signal communication SoC.
BT is the communications standard of choice for this work;
other communications protocols could have been selected. We
designed a supervisory circuit to operate at low frequency
and low power. This will facilitate our ability to fabricate
the supervisory circuit in an inexpensive IC technology or
possibly integrate soft intellectual property (IP) into a more
advanced SoC. When the supervisory circuit detects a security
abnormality, the circuit can intervene and shutdown power to
the BT SoC.

The supervisory circuit design is divided into power man-
agement, measurement, and decision-making blocks, as shown
in Fig. 2. First, a controlled low-dropout (LDO) voltage
regulator delivers power to the BT chip. The LDO is enabled
through a signal from the DSP. Second, the measurement block
is achieved through a current sensor and envelope detector.
An embedded current sensor in the LDO monitors the current
fed to the BT SoC. The transmitted RF signal is split into
a main path, which drives the antenna, and a monitoring
path. The monitoring path goes through the envelope detector,
which decreases the frequency of the RF signal in order to
sample it at a frequency much lower than the 2.4 GHz BT

Fig. 2. Block diagram of communication SoC monitoring system comprised
of a digital signal processing (DSP) controller to implement the decision-
making algorithm, analog-to-digital converters (ADCs) and two supervisory
circuits: an output-current-monitoring low-dropout voltage regulator (LDO)
and an envelope detector.

signal. Consequently, the supervisory circuit can be entirely
implemented using low-speed and affordable technology. For
more details about the design and fabrication of these circuits,
the reader is referred to [7].

Analog-to-digital converters (ADCs) are used to digitize
the outputs of the current sensor and envelope detector. The
ADCs are the intermediate stage between the measurement
circuits and the decision-making circuits in the DSP block.
Finally, digital signal processing (DSP) circuit is used to
extract necessary features from the digitized signals to feed
into the ML model to determine what operation is running on
the BT SoC.

In this work, we implemented the feature extraction and
classifiers on an FPGA to verify and test our classifier’s
inference performance, before going to an ASIC implemen-
tation. This also allows us to calculate the area and power
consumption of the circuits. The selected FPGA board to
implement and test of the trained ML model is a Terasic DE10-
Lite [8].

The FPGA feature extractor is designed to be low-cost
computationally and operate at a low frequency, yet still able
to achieve an accuracy that is on par with that of the MATLAB
model, which achieved almost 100% accuracy [9]. A process
window of 640 ms is sampled at 50 kHz. As such, each
window consists of 32,000 samples. 50 kHz sampling fre-
quency is used to lower down the supervisory circuit operating
frequency [9].

Fig. 3 shows three features which are extracted from the
signal in the time domain. The first feature is the maximum
value of the window, which we call the “Peak” feature.
After the peak is extracted, the samples are 1-bit quantized.



Fig. 3. Time-domain feature extraction process for each window. The Peak
feature is extracted first. Then, the Pulses and Area features are extracted after
1-bit quantization.

The number of 0-to-1 transitions, or pulses, in the quantized
window is the second feature, which we call “Pulses”. Finally,
the third feature is the total number of 1’s, or the area under
the curve of the quantized signal, which we call the “Area”
feature.

We trained the machine learning model to classify the
transmission state and profile of the Cypress Semiconductor
CYW20706 Bluetooth SoC [10]. We prototyped our supervi-
sory circuit using off-the-shelf components and an oscilloscope
in order to collect a data set sufficient for training and testing
the classifier. We trained different machine learning algorithms
to compare their performance. Based on the accuracy, predic-
tion speed, and computational cost of the implementation, the
decision tree algorithm is chosen as the preferred classifier.
More details about data collection and training of the machine
learning models can be found in [9].

III. IMPLEMENTATION OF THE DECISION-MAKING
CIRCUIT

In order to test and verify our decision-making circuit,
we implemented the feature extraction and Machine Learn-
ing classifier on an FPGA. The Terasic DE10-Lite FPGA
development board is used because of its particular hardware
specifications. It includes an on-board ADC that can be
programmed to run at 50 kHz with 12-bit resolution. Also, the
board features 64 MB of SDRAM which is useful for writing
and reading test data. We used the Intel Quartus Prime Design
Software to program the DE10-Lite board.

One goal is to compare the MATLAB implementation of the
decision-making algorithm with the FPGA implementation.
We created a MATLAB script that takes as input a signal in
CSV format. It outputs the features and class in each window.

In general, the MATLAB HDL Coder tool can be used to
convert MATLAB code to a synthesizable hardware descrip-
tion language (HDL), such as VHDL or Verilog. However,
the tool is limited in translating certain MATLAB functions,
such as “trapz” and “sum.” Moreover, it cannot convert an
exported classifier into a HDL. Consequently, we realized our

Fig. 4. Block diagram of the DE10-Lite FPGA board experimental setup.

decision-making circuit on the FPGA in Verilog HDL without
the assistance of the HDL Coder tool.

Fig. 4 shows the experimental setup using the DE10-Lite
FPGA board. The on-board FPGA is programmed through the
JTAG interface. Inputs are given as analog signals re-generated
using a function generator and digitized using the on-board
ADC. After feature extraction and classification, the selected
class is displayed on a 7-segment display.

Advancing the decision-making window by one sample is
computationally costly. On the other hand, advancing the deci-
sion window by a whole window results in a low classification
rate. As a trade-off, we selected a half-window advance of
320 ms. Hence, the classification rate is 3.125 classifications
per second.

In the FPGA implementation, at each newly acquired 12-
bit ADC value, every feature is updated. The chosen sampling
rate is 50 kHz, corresponding to feature updates every 20 µs.
All three features values are stored in registers to achieve high
accessing speed. The peak value stores the first sample in a half
window, and then is compared with subsequent ADC values,
such that a single comparison is done with each new sample.
After 1-bit quantization of the ADC value, the value of the bit
(0 or 1) is added to the Area feature register. Regarding the
Pulses feature, the designated register is incremented by one
whenever the previous value of the 1-bit quantization is 0 and
the current value is 1.

After calculating the new half-window’s features, the fea-
tures from the previous half-window and the current half-
window are combined. The Area feature’s values of both
window halves are summed. Similarly, Pulses values are
summed. The maximum value between the two half windows’
Peaks is considered as Peak of the entire window.

The classifier implementation on the FPGA is formulated
in Verilog as nested “if” statements. The classifier input has
a multiplexer to select between the FPGA feature extraction
values or values given externally through the “bypass input,”
as shown in Fig. 4.

The DE10-Lite board uses the Intel MAX10 FPGA [11],



Fig. 5. Laboratory testing experimental setup showing the PC, JTAG interface,
DE10-Lite Board FPGA, function generator, and oscilloscope.

which has an on-die analog-to-digital converter (ADC) IP
block. The 12-bit ADC, which has a default sampling rate
of 1 MHz, was configured to a sampling rate of 50 kHz.
This reconfiguration required three Quartus Prime tools – the
RTL Netlist Viewer, Signal Tap Logic Analyzer, and Qsys
Integration tool – as documented in [12].

Towards implementing the decision-making circuit as an
ASIC, the feature extractor and classifier Verilog HDL codes
were synthesized using Cadence RTL Compiler. The library
files used during synthesis characterize standard cells in a
0.18 µm CMOS fabrication process. However, we are targeting
a lower-cost 0.6-µm fabrication process. This process does not
have a characterized standard cell library; thus, the estimated
area, dynamic power, and leakage power were scaled. The
W/L ratio for cells in each CMOS technology is the same,
so the area scaling coefficient was easily calculated as the
ratio between areas. The dynamic power factor was found
by simulating minimum drive-strength inverters with the FO2
capacitive loads in each technology. Average supply power
was computed for the same input signal at a clock rate of
50 kHz. This allowed the dynamic power coefficient to be
calculated as PAV,0.6/PAV,0.18. The leakage power coefficient
was determined in a similar fashion, but with a constant input
signal to the inverter.

IV. DECISION-MAKING CIRCUIT TESTING AND
VERIFICATION

The decision-making circuit FPGA implementation is com-
pared to the MATLAB script in order to verify each block of
the circuit before going to the full ASIC design.

BT power signals are collected using an oscilloscope at a
sampling rate of 50 kHz. Then, they are fed into both the
MATLAB and the FPGA implementations and the results are
compared.

A. FPGA Implementation Testing Setup

As shown in Fig. 5, a function generator is used to regener-
ate pre-collected power signals. A total of 270 half-overlapping
windows were fed to the MATLAB script and the FPGA board
in this experiment. Using a coaxial cable, the output of the
function generator is connected to the DE10-Lite board ADC
input pin. The FPGA board is hooked up through the JTAG
port with the PC. The Intel Quartus Prime design software
provides debugging tools for the DE10-Lite. Mainly, we are
using the SignalTap Logic Analyzer tool to read the register
values during run-time. The tool is utilized to get the feature
values of each half-window which facilitate error calculation
of the features. A debugging clock of 3.125 Hz is used to
synchronize the SignalTap Logic Analyzer data acquisition and
the classification rate.

The Logic Analyzer latency to start acquiring is longer
than the length of the signal file. Consequently, we modified
the signal file in order to regenerate the signal in a periodic
manner. The modified files contain markers at the start of
the periodic stream to synchronize the beginning of the first
window with the beginning of the signal. Thus, the MATLAB
script and FPGA implementation see the same windows in the
same sequence.

The purpose of the oscilloscope in Fig. 5 is to verify the
regeneration of the signal. The classifier output is displayed
on the seven segment displays of the FPGA board.

The power signal voltage range is -0.1–0.4 Volts, while
the DE10-Lite ADC input range is 0–5 Volts and is not
configurable. However, the function generator has the ability
to scale the input signal file with a constant function. In order
to fully utilize the ADC range, we multiply each value by 10
and add a constant value of 1 Volt.

B. Block Isolation Techniques

The BT power signal in the experimental setup is pro-
cessed through multiple blocks until it is finally classified.
In order to determine the source of all systematic and/or
environmental errors, we isolated each block. First, the output
of the function generated was measured with an oscilloscope.
Then, it was compared to the original signal. The function
generator has two main sources of errors: the digital-to-analog
conversion error and the signal scaling error. The second
block is the FPGA’s 12-bit ADC conversion value, which
is affected mainly by quantization noise and electrical and
electromagnetic interference. We recorded a constant voltage
signal to estimate the static noise. Thirdly, using the JTAG
interface and the SignalTap logic analyzer, we determined the
error of the feature extraction block. Finally, we isolated the
classifier block by feeding the window features values from a
MATLAB script through the “Bypass input” shown in Fig. 4.
As such, we measured the accuracy of the classifier block
of the FPGA, with no interference from the aforementioned
sources of error.



Fig. 6. Histogram of the error in percentage of the Peak feature between the
FPGA implementation and the MATLAB code. The FPGA output is subtracted
from the MATLAB code output.

V. RESULTS AND DISCUSSION

Regarding sources of error in the function generator, scaling
has no effect on the regeneration of the signal. However, the
digital-to-analog conversion has a maximum measured error
of 400 mV. As such, the Peak feature calculation can be
dramatically impacted. However, Area and Pulses features are
less affected, since they are calculated after 1-bit quantization.

Quantization and electrical and electromagnetic interference
introduce noise of up to 150 mV on the acquired value by the
ADC. This noise will also impact the Peak feature more than
the other two features.

As expected, the sources of error in the two blocks prior
to the feature extraction stage introduce miscalculation in
values of the features. The feature values of the FPGA
implementation are compared to MATLAB results. Figure 6
shows the histogram of the error for the Peak feature. The
error is contained mostly between 6%-18% which is 200 mV
– 700 mV. This 500 mV range is nearly equal to the sum of
the function generator error and the FPGA ADC noise error.
The weighted average of the Peak feature error is 10.25%.

As shown in Fig. 7, most of the errors for the Area
feature are negative. Thus, the FPGA calculation of the Area
overestimates the actual area. In other words, the function
generator and FPGA ADC errors appear to be positive for
values close to the quantization threshold value.

The Pulses feature is the most robust and accurate feature,
as shown in the histogram of Fig. 8. Unlike the Area feature,
the Pulses feature is only slightly affected by mis-quantization
for any large portion of the half-window.

The FPGA implementation of the classifier is 100% accurate
if we feed the feature values from MATLAB calculations
directly to the classifier using the “Bypass input” signal.

By looking at both the Area and Pulses error histograms,
rarely is there a high percentage of errors. Both the -36%

Fig. 7. Histogram of the error in percentage of the Area feature between the
FPGA implementation and the MATLAB code. The FPGA output is subtracted
from the MATLAB code output.

Fig. 8. Histogram of the error in percentage of the Pulses feature between the
FPGA implementation and the MATLAB code. The FPGA output is subtracted
from the MATLAB code output.

and the -20% Area feature errors correspond to the same
half-window. Even with this high percentage of error, the
classification of this window is correct.

The error in calculations of the feature values has only a
small impact on the accuracy of the classifier. The classifica-
tion accuracy for the entire test setup is 99.26%. Indeed, only
two windows out of 270 in total were mis-classified. These two
windows have nearly 400 mV error in the Peak feature. Based
on the classifier design, to correctly classify these windows,
the Peak feature should have, at most, 150 mV error.

Table I summarizes the measured performance of the deci-
sion tree classifier and feature extractor implemented on the
FPGA compared to the MATLAB script.

Table II shows estimates for the ASIC area and power of the



TABLE I
MEASURED ACCURACY OF THE STATE CLASSIFIER AND FEATURE

EXTRACTOR FOR THE FPGA IMPLEMENTATION COMPARED TO THE
MATLAB SCRIPT

Accuracy
Classification through bypassing 100%
Classification through the whole test setup 99.26%
Area Feature Weighted Average 91.85%
Pulses Feature Weighted Average 99.18%
Peak Feature Weighted Average 89.75%

classifier at two CMOS technology nodes. The table shows the
estimated values from Cadence RTL Compiler in a 0.18-µm
CMOS technology and the scaled values for a 0.6 µm CMOS
technology. The coefficient used to scale the area is the square
of the ratio between minimum feature size in each fabrication
process, (0.6/0.18)2 or 11.1. Through simulation described
in Sec. III, the dynamic power coefficient was determined to
be 2.365. Dynamic power includes switching and short circuit
losses. The simulated leakage power coefficient was found to
be 0.0347. Lastly, the area and power totals include a 14-
bit counter for generating the half-window flag input to the
classifier and feature extractor.

TABLE II
ESTIMATED AREA AND POWER OF DECISION-MAKING CIRCUIT.

Technology 0.18-µm 0.6-µm
Classifier Area 0.0008 mm2 0.0086 mm2

Classifier Dynamic Power 0.303 µW 0.717 µW
Classifier Leakage Power 5.8 nW 0.2 nW
Feature Extractor Area 0.0128 mm2 0.142 mm2

Feature Extractor Dynamic Power 8.97 µW 21.2 µW
Feature Extractor Leakage Power 132 nW 4.6 nW
Total Area 0.0152 mm2 0.151 mm2

Total Dynamic Power 9.27 µW 21.9 µW
Total Leakage Power 158 nW 5.5 nW

In comparison, the 40-nm technology CYW20706 Bluetooth
SoC this supervisory circuit monitors has a typical area of
18 mm2. The decision-making circuit fabricated in a 0.18 ωm
CMOS process would require less than 0.1% of the total area.
This shows it could be integrated into a communication SoC
with ease.

As we expected with a higher supply voltage (VDD) and
larger parasitic capacitance, the 0.6-µm process has higher
dynamic power usage than at 0.18-µm. On the other hand,
leakage power losses are lower for the larger devices due
to higher threshold voltages. In both fabrication processes,
dynamic power dominates.

The nominal power consumption of the Buetoth SoC is
91.4 µW with no load. At full load, power consumption of
the SoC rises up to 4.46 mW [10]. In comparison to the BT
SoC at full load, the decision-making block of the supervisory
circuit uses much lower power consumption (0.2% of the BT
SoC power), in the 0.18-µm fabrication technology.

The power and area estimates show that integration of the
supervisory circuit decision-making block can be a low-power
method to add a hardware security layer to a BT system.

VI. CONCLUSION

We isolated each block of the decision-making circuit FPGA
implementation and calculated the expected errors that can
be faced in deployment. Our FPGA classifier implementation
perfectly matches the performance of the MATLAB code.
Even with the errors which are introduced by the function
generator and FPGA ADC, the classification accuracy is
99.26%. As demonstrated, our classifier accuracy is relatively
insensitive to errors encountered in feature calculations.

In addition, we have done a thorough analysis of the
expected area and power of the supervisory circuit at two
different technology points.

Overall, the high classification accuracy of the FPGA im-
plementation would enable devices using BT to keep track of
what happens at the physical layer in real-time. Consequently,
our supervisory circuit can monitor the activity of the BT
chip by comparing the classifier output with the corresponding
information at the software layer.
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